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Abstract 
Although many UX patterns can be the same for text- 
and voice-enabled conversational systems, there are 
still some that are particularly useful for managing 
voice-based conversation. The Natural Conversation 
Framework, a conversational UX design framework 
created by conversation analysts at IBM Research-
Almaden, offers several UX patterns for managing 
voice-based interactions that are inspired by natural 
human practice. They include a set of UX patterns for 
repeating of all or part of the previous utterance, which 
is useful in the event that the user encounters trouble 
hearing it. Conversely, they include patterns for 
disengaging, or getting the agent to stop producing 
utterances in the event that the user is done talking, 
talking to someone else or insulting the agent. 
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Introduction 
With the proliferation of chatbot and conversational 
agent platforms, from IBM, Apple, Amazon, Google, 
Microsoft, Facebook and more, a new design discipline 
is (re)emerging: Conversational UX Design. While 
natural language processing techniques have given us 
powerful tools for analyzing bits of language, they do 
not tell us how to string together those bits of natural 
language into natural conversation. In other words, 
they leave it to the builder or designer to create their 
own interaction style, which may work more or less like 
the system of human conversation. 

But just as natural language is a complex system to 
which whole scientific disciplines are devoted, so too is 
natural conversation. The systems of how humans take 
turns and sequentially organize conversations are 
formally studied in the social sciences, especially in the 
field of Conversation Analysis. At IBM Research-
Almaden, our scientists trained in Conversation Analysis 
are applying the formal, qualitative models and findings 
from their field to the design of conversational agents. 
The result of their work is the Natural Conversation 
Framework [1]. 

The Natural Conversation Framework is a design 
framework for conversational user experience (UX). Its 
purpose is to provide a better approximation of the 
sequential organization, or "back and forth," of human 
conversation than today's systems provide with their 
characteristic 2-turn exchanges. It provides a library of 
generic conversational UX patterns that are 
independent of any particular technology platform and 
that are inspired by natural human conversation 
patterns as documented in the Conversation Analysis 
literature. The Natural Conversation Framework so far 

has been implemented on the IBM Watson Dialog 
service (now shuttered) and the current IBM Watson 
Conversation service. But in principle it can be 
implemented on other platforms as well. These 
implementations provide a starting point for designers 
and builders so they do not need to reinvent the nuts 
and bolts of conversational structure. 

One advantage of the Natural Conversation Framework 
is that it is largely agnostic to whether an application is 
text- or voice-enabled or both. In each case, the 
conversation engine processes text and outputs text. 
The difference is that voice-enabled applications include 
additional speech-to-text and text-to-speech 
components around the text-based conversation 
engine. But whether these voice components are used 
or not, most of the conversational UX patterns are the 
same: the underlying interaction model, of expandable 
sequences is the same; the conversation navigation 
method is the same; and the common activity modules, 
for opening, closing, inquiring, requesting, quizzing, 
storytelling and more, are the same. 

However, because voice as a medium is transient, 
time-based and relatively obtrusive there are certain 
UX patterns in the Natural Conversation Framework 
that are particularly useful in voice-enabled 
applications. These include sequences for repeating 
turns and for disengaging and reengaging the user. 
These UX patterns are detailed in the next section. 

Voice-oriented Conversational Phenomena 
As part of our conversational UX design practice, we 
use simple transcripts, inspired by Conversation 
Analysis, to represent interactions with our agent, 
Alma. Transcripts can represent sequences of 



 

utterances, as well as who is speaking each one, for 
either text- or voice-based conversations. Transcripts 
are easy to read, easy to create and easy to share. 
Designers and stakeholders can quickly iterate on a 
mocked-up transcript before building any parts of the 
conversation flow. Simple transcripts also lack any 
representation of a visual interface, in the case of text-
based interfaces, which may distract from the design of 
the conversation itself.  

The transcript excerpts below come from a 7-minute 
audio recording of a voice-based demo with Alma, the 
automated agent in our Natural Conversation 
Framework. Alma is a working prototype system that 
demonstrates several reusable conversational UX 
patterns, e.g., inquiring, open-ended requesting, 
quizzing, storytelling and more, but contains a minimal 
amount of content, e.g., small-talk questions, 
restaurant recommendations, jokes/trivia questions, 
stories, etc. 

Repeat Repair 
Because voice-based utterances are auditory, they are 
inherently transient, unlike text-based utterances, 
which typically persist in a visual display. Therefore, if 
users do not hear a voice utterance, or a part of it, on 
its first production, they cannot respond appropriately. 
So the Natural Conversation Framework contains 
multiple features through which users can initiate repair 
[4, 5] on utterances produced by the agent, or by the 
users themselves, in the event that they experience a 
trouble in hearing the agent.  

Perhaps the simplest method for repairing a hearing 
trouble is the repeat request, through which the user 
can elicit a repeat of the entire prior turn by the agent 

(excerpt 1). ("U" represents the user, and "A" 
represents the agent, Alma.) 

(1) Repeat Request 
01 U: okay, did you see the game? 
02 A: Well, I only follow chess. 
03 U: say again 
03 A: Well, I only follow chess. 
 
In this case, the user asks a small-talk question (line 1) 
and receives an answer from the agent (line 2). In third 
position, the user requests a repeat of that answer with 
"say again" (line 3), which receives a verbatim repeat 
of the answer (line 4). Other utterances that will trigger 
this response include "what did you say?", "I couldn't 
hear that", "what?" and more. 

While repeating is not practically necessary in most 
text-enabled applications, because the agent's prior 
turn persists in the chat window, repeating the prior 
turn is nonetheless a basic feature of conversational 
competence. An inability to handle repeat requests 
makes an automated agent appear dumb.  

However, in a voice-enabled application, repeat 
requests are critical because the agent's utterances are 
transient: once they are completed, they are gone. 
After any turn, there may be competing noise in the 
environment so the user cannot hear, or sometimes the 
system may simply cut its response short. Repeat 
requests thus enable users to get the agent to redo the 
current utterance once its production has ended. 

While full repeat requests are the simplest form of 
repeat repair, there are others, such as the partial 
repeat request (excerpt 2). 



 

(2) Partial Repeat Request 
01 U: um, what's your favorite movie? 
02 A: I guess I like movies with a  
03 strong A.I. lead. 
04 U: strong what? 
05 A: A.I. lead. 
 
In this excerpt, the user asks another small-talk 
question (line 1) and receives an answer (lines 2-3). In 
third position, he then employs a partial repeat 
technique [5]. By recycling a term from the prior 
utterance, "strong," and following it with a questioning 
"what?" (line 4), the user requests a repeat of only the 
words that came after that term, which the agent 
produces, "A.I. lead" (line 5). As in human 
conversation, the partial repeat request is more 
efficient than the full repeat request because it can 
elicit a redo of just the part that the user missed. 
Partial repeat techniques display an orientation to a 
"preference for minimization" [2] by repeating only the 
necessary words. This is especially useful with voice 
utterances because their production takes more time 
than it would take to read their corresponding text. 

Another repeat technique inspired by human 
conversation and implemented in the Natural 
Conversation Framework is the hearing check [5]. The 
hearing check is another kind of partial repeat repair, 
except that this time the user produces the repeat 
instead of the agent (excerpt 3). 

(3) Hearing Check 
01 U: Who invented the hard disk? 
02 A: It was invented by IBM in 1956. 
03 U: IBM? 
04 A: That's right. 
 

In this case, the user asks a computer-trivia question 
(line 1) and receives an answer (line 2). In third 
position, the user then repeats a term contained in that 
answer, "IBM?" (line 3). The agent then confirms the 
repeated term (line 4). Through this technique, the 
user can check his or her hearing of a part of the prior 
utterance. Like the partial repeat request, the hearing 
check is more efficient than the full repeat request. 
While a human would confirm or correct the recipient's 
candidate hearing, currently Alma can only confirm the 
candidate if it is contained in the prior utterance. If it is 
not, she cannot locate the trouble source and produce 
the correct term. 

In addition to the agent's utterances, the Natural 
Conversation Framework also contains a feature for 
repairing users' utterances. This feature was created 
specifically for voice-enabled applications. Because 
there can be relatively high word error rates with 
speech-to-text services, compared to most human 
conversation, it is useful to have a means through 
which the user can check what the agent heard 
(excerpt 4). 

(4) Agent Hearing Check 
01 U: how are ya doin'? ((muffled)) 
02 A: You're too kind. 
03 U: what did I say? 
04 A: You said: are you done 
05 U: no! That's not what I said 
06 A: I'm sorry. What did you say? 
07 U: how are you doing? 
08 A: Can't complain. It's not in  
09  my programming. 
 
In this excerpt, the user does a welfare check in a 
muffled voice (line 1). The agent then responds to the 
user's utterance as if it were a compliment, "You're too 



 

kind" (line 2), instead of with a welfare report, such as, 
"I'm good!" This is unexpected behavior. To locate the 
trouble, the user then requests that the agent repeat 
what it heard the user say, "what did I say?" (line 3). 
Other variations include, "what do you think I said?" 
and "can you hear me?" In response, the agent 
indicates that it heard, "are you done" (line 4), which is 
also not a compliment. From this, the user can then 
correct the agent, first by indicating the mishearing 
(line 5) and then repeating the muffled utterance more 
clearly (line 7). This time the agent responds 
appropriately with a humorous welfare report (lines 8-
9). Alternatively, the user could have said, "that's not 
what I said!" first and then followed it with "what did 
you think I said?" in the next turn. The agent hearing 
check is an extremely useful feature for enabling the 
user to figure out why the system misunderstood the 
prior utterance in voice-enabled systems. 

Disengagement 
In addition to being transient, voice responses from a 
conversational system are time-based and obtrusive. 
They are time-based in that they unfold over time, 
unlike text responses which typically appear all at once. 
Consequently, it typically takes more time for the user 
to hear an entire voice response than to read the 
corresponding text. Therefore, voice responses are 
more costly in terms of the user's time. Voice 
responses are obtrusive in that sound can be more 
disruptive to social settings than text. As in human 
conversation, if two parties talk at the same time, it is 
difficult to make out what either is saying. When more 
than one party speaks at a time, speakers tend to drop 
out to achieve one speaker at a time [3]. Today's 
conversational agents don't do this. They tend to 
interrupt. Because the responses from voice-enabled 

conversational agents is both time-based and 
obtrusive, there are many situations in which users 
want the agent to stop talking. This concern is not as 
urgent with text-enabled agents. 

Users likely want to silence a voice-enabled agent when 
it speaks out of turn. Systems with far-field microphone 
arrays, like the Amazon Alexa or Google Home, can 
potentially "hear" anyone in the room. Currently, most 
systems respond to anything they hear. They do not 
distinguish between utterances directed to them and 
utterances directed to third parties in the room, which 
can create turn-taking troubles. 

In the absence of sophisticated techniques for 
determining recipiency and turn-taking, the Natural 
Conversation Framework provides some simple features 
through which Alma will disengage from conversation 
with the user and stop speaking. Perhaps the most 
straightforward method of disengagement is closing the 
conversation (excerpt 5). 

(5) Conversation Closing 
01 U: I've gotta go 
02 A: Did you find what you were looking for? 
03 U: not really 
04 A: Would you like me to try again? 
05 U: uh, no thanks 
06 A: Okay. Goodbye. 
07 U: bye 
08 U: all right, I'll be right there 
 
In this case, the user does a pre-closing of the 
conversation [6] by reporting that he needs to 
disengage (line 1). The agent treats this as closing 
relevant by proceeding to bring up last topics, checking 
for success (line 2) and offering to try again (line 4). 
Alma can be configured with different last topics or 



 

none at all. After the user declines the offer (line 5), 
the agent initiates a terminal exchange, "Okay. 
Goodbye" (line 6), which the user completes (line 7). 
After it's farewell (line 6), the agent no longer responds 
to the user's utterances (line 8). The system itself is 
still listening, but it withholds any response until a user 
reengages the agent with a summons, e.g., "are you 
there, Alma?" The user or others in the room can now 
talk to each other without the agent talking out of turn. 

Another method through which the agent disengages 
from speaking is recipient correction (excerpt 6). 

(6) Recipient Correction 
01 U: just a minute! 
02 A: What do you mean? 
03 U: I'm not talking to you, Alma 
04 U: yeah, I'll be there in a minute. 
05 U: yeah, okay. Yeah, I'll be right there. 
06 U: are you there, Alma? 
07 A: Hello again. 
 

In this excerpt, the user talks to a third party (line 1), 
who cannot be heard, but Alma responds as if the 
utterance were addressed to her. However, Alma fails 
to recognize the action and so responds with the 
default paraphrase request, "What do you mean?" (line 
2). In order to prevent the agent from continuing to 
respond, the user indicates that she is not the intended 
recipient, "I'm not talking to you, Alma" (line 3). Other 
variations of this action include "I'm talking to him" and 
simply "stop Alma." This recipient correction causes the 
agent to withhold all responses until she is summoned 
again. The user can thus talk to the third party without 
further interruptions from Alma (lines 4-5). The user 
then reengages Alma with a summons, "are you there, 
Alma?" (line 6) to which the agent responds with a 
subsequent greeting (line 7). This recipient correction 

feature is thus a simple method for explicitly getting 
the agent to engage or disengage in conversation. 
Additional implicit methods would be possible if the 
system analyzed the continuing conversation for 
particular topics and other actions, which could trigger 
reengagement. 

A final method for disengaging Alma is to insult her. 
Users are known to insult chatbots and automated 
agents, perhaps more so than human agents, because 
computers do not have feelings, or rather, tend not to 
do feelings. But Alma responds in an emotional way 
when insulted by users (excerpt 7). 

(7) Insults 
01 U: what movies are playing in theaters? 
02 A: I guess I like movies with a strong  
03  A.I. lead.  
04 U: that's not what I mean 
05 A: I'm sorry. Please try again. 
07 U: what's playing in theaters? 
08 A: What do you mean? 
09 U: you're not too smart, are you? 
10 A: Now you're hurting my feelings. 
11 U: what time is it? 
12 A: Time to get a watch. 
13 U: shut up! 
14 A: Goodbye. 
15 U: wait 
16 U: I'm still talking to you 
17 U: I wanna find out what movies are playing 
18  ((pause)) 
19 U: I'm sorry 
20 A: Thank you. What can I do for you? 
 
In this case, the user makes a request (line 1), but the 
agent misunderstands it (lines 2-3), as indicated by the 
user (line 4). The user tries again by reformulating the 
request (line 7), but again the agent fails to understand 
it (line 8). After this second understanding failure, the 



 

user insults Alma, "you're not too smart, are you?" (line 
9). Alma understands the insult and responds in an 
emotional way, "Now you're hurting my feelings" (line 
10), despite having none.  

The user continues by making a new request, asking 
the time (line 11). To this, Alma responds in a playful 
but unhelpful way, "Time to get a watch" (line 12). In 
response, the user tells Alma to "shut up!" (line 13). 
Alma treats this too as an insult, in fact, a second 
insult, and closes the conversation, "Goodbye" (line 
14). When the user produces three more turns (lines 
15-17), Alma now withholds her responses, although 
she is still running and classifying the user's utterances. 

In this sequential context, the only way to get Alma to 
reengage is to apologize, which the user does next (line 
19). The agent expresses appreciation for the apology 
and produces a general offer of help (line 20). Thus, 
Alma does emotion by responding to first insults with a 
complaint about hurt feelings, to second insults with a 
conversation closing and by re-opening the 
conversation only if the user apologizes. In other 
words, she gives the user the cold shoulder. 

In summary, the Natural Conversation Framework 
currently enables three methods through which the 
agent will disengage from the conversation: 
conversation closing, recipient correction and insults. 
With the first two methods, the user decides to stop the 
agent from speaking; with the third method, the agent 
has its own condition for withholding talk.  

Conclusion 
With voice-enabled conversational agents, repairing 
hearing troubles and disengaging from the conversation 

are especially important since voice is transient, time-
based and obtrusive. These require the user to elicit 
repeats of the agent's utterances or to silence its 
subsequent utterances. Although these UX patterns, 
and their variations, are especially useful for voice-
enabled applications, they should be included in any 
agent because they are part of exhibiting basic 
conversational competence. 
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